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The paper outlines some of the broad architectural implications of the modularity thesis, and reports on
an attempt to test for them. The method involved analysing 472 functional magnetic resonance imaging
experiments in eight cognitive domains to discover which brain regions co-operated with which others,
under what conditions. The results indicate that the same brain regions contribute to functions across various
cognitive domains, but in each domain co-operate with one another in different patterns. This does not
appear to be compatible with the modularity thesis. The paper discusses the implications of the finding for
the best approach to the design and implementation of intelligent systems in general, and of language-using
robots in particular. Implications for the best approach to analysing and modelling cognitive functions will
also be discussed.
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1.

Introduction

One of the most foundational and continually contested questions in the cognitive sciences is the
degree to which the functional organisation of the brain can be understood as modular – and,
more recently, massively modular (Samuels 1998; Carruthers 2006). In its classic formulation,
a module was defined as a cognitive subsystem with (all or most of) nine specific properties;
the classic module is, among other things, domain specific, encapsulated (i.e. maintains proprietary representations to which other modules have no access) and implemented in dedicated
neural substrates (Fodor 1983). Most of the examinations – and especially the criticisms – of
the modularity thesis have focused on these properties individually, for instance by finding counterexamples in which otherwise good candidates for cognitive modules are shown to lack domain
specificity or encapsulation (see, e.g. Prinz 2006). This paper goes beyond the usual approach by
asking what some of the broad architectural implications of the modularity thesis might be, and
attempting to test for these. The evidence does not favour a modular architecture for the cortex.
Moreover, the evidence suggests that best way to approach the understanding of cognition is not
by analysing and modelling different functional domains (visual perception, attention, language,
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motor control, etc.) in isolation from the others, but rather by looking for points of overlap in
their neural implementations, and exploiting these to guide the analysis and decomposition of
the functions in question. This has significant implications for the question of how to approach
the design and implementation of intelligent artefacts in general, and language-using robots in
particular.

2. Architectural implications of modularity (and some alternatives)
The architecture suggested by modularity need not be equivalent to a simple localisation scheme,
such as a 1:1 mapping between modules and brain areas, as a given module might well be supported by any number of distributed brain regions (Mundale 2002). Nevertheless, in so far as a
given module is domain specific, encapsulated and is implemented in dedicated neural substrates
(however distributed in the brain), this does seem to imply a functional organisation whereby cognitive modules would be supported largely by exclusive, non-overlapping elements. By contrast,
a radically non-modular holistic organisation (Uttal 2001; Lloyd 2000) would expect cognitive
functions to be implemented in largely overlapping neural networks. For the modularist, differences in cognitive function are the result of differences in which bits of neural circuitry are
involved in supporting the function in question; by contrast, the holist will point to different network dynamics – e.g. different stimulus–response curves or synchronic patterns – involving the
same neural elements.
Although supporters of modularity are often silent on the question of how the brain came to
have the modular architecture they suppose, there appears to be an implicit commitment to a
general story whereby the emergence of new cognitive functions occurs as the result of the de
novo development of new neural circuits for each new purpose, but there is an alternative story to
be told here, as well. The Massive Redeployment Hypothesis (Anderson 2007a–c) suggests that
the evolution of cognitive function was supported to a large degree by the re-use of existing neural
circuits. The idea, a rough analogy with component re-use in software development (Heineman
and Councill 2001), is that if existing neural circuits have some computational role that could be of
use in cognitive functions other than those related to its original development, then considerations
of efficiency would favour the re-use of this circuit in such newly emerging functions. As long
as the newly emerging functions do not alter the computational role of the circuit, then it can
continue to play this role for each functional complex into which it becomes integrated. This
process, where existing circuitry is incorporated into newly developing components, without
disrupting its participation in existing programs, is called redeployment.
Note one important implication of this latter approach to understanding the evolution of cognitive function: in so far as different functions will use many of the same neural circuits, differences
in these functions cannot be primarily accounted for by differences in their supporting substrates,
as with modularity. Likewise, because redeployment takes the position that differences in the
specific dynamics of neural circuits indicate differences in computational roles, and changing
computational roles will be disruptive or maladaptive for some subset of the functions that the
circuit supports, neither can differences in cognitive functions be primarily accounted for in terms
of changing network dynamics, as with holism. Instead, redeployment postulates that differences
in cognitive functions will result from differences in the patterns of co-operation between regions;
the same regions that support functions in one cognitive domain may also support functions in
another, but there will be differences in which circuits co-operate with – e.g. are typically co-active
with – which others.
These various considerations suggest some fairly stark differences in cognitive architecture.
For simplicity of presentation, let us imagine a simple brain with six regions and two cognitive
domains (e.g. language and motor control). If we take lines between regions to indicate shared
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Figure 1. Imagined architectural implications of (a) the modularity hypothesis, (b) holism and (c) redeployment in a
simple brain with six regions and two cognitive domains.

responsibility for implementing functions in a given domain – say, high likelihood of co-operation
in supporting a set of related functions – and the colour of the lines to represent the different
domain, the modularity thesis might expect an architecture (crudely) like Figure 1a, holism might
predict something like Figure 1b, and redeployment something like Figure 1c. In Figure 1a,
regions 1–3 would appear collectively to implement a language module, whereas regions 2, 4, 5
and 6 implement a motor control module. By contrast, in Figures 1b and 1c there do not appear
to be modules in the classic sense; many of the same neural substrates are used in both functions.
The main difference between Figures 1b and 1c would be that in Figure 1b the same regions are
co-operating in the same ways in both cognitive domains (as noted above, differences in function
will be accounted for by differences in overall network dynamics), whereas in Figure 1c the two
domains display different patterns of inter-regional co-operation.
Although Figure 1 no doubt exaggerates the differences between the ‘brains’ that would correspond to each theory (because there are many other considerations – physical and metabolic
constraints, for instance – that play a role in determining the final functional organisation of the
brain), the exaggeration nevertheless serves to focus attention on what are genuinely different
architectural implications of the three theories. Thus, one way to adjudicate between these very
different ideas of the organisation and function of the brain is to determine whether the functional
architecture of the human cortex is closer to that depicted in Figure 1a, 1b or 1c. Here we report
the results of one attempt to do just that, after which we discuss the implications of the findings
for the design and implementation of artificial intelligent systems.
2.1.

Methods

The general approach to data gathering used in the author’s laboratory involves the simple expedient of choosing a spatial segmentation of the cortex (current analyses use Brodmann areas, but any
consistent segmentation scheme will work) and analysing large numbers of functional magnetic
resonance imaging (fMRI) studies in some specific cognitive or behavioural domain to identify
statistically significant instances of co-activation (Anderson, Brumbaugh and Şuben in press).
We recently compiled a database of fMRI studies containing 665 experiments in 18 cognitive
domains, with the results of each experiment coded primarily in terms of which Brodmann areas
contained post-subtraction activations. It is important that the results reflect post-subtraction activations; these indicate the brain areas that are thought to be specifically responsible for supporting
the cognitive function(s) under investigation in a given article.
The baseline chance of co-activation for each pair of areas was determined by dividing the
number of experiments in which they were co-active by the total number of experiments in
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the database. Then, for each pair of Brodmann areas, a chi-square measure was used to see
whether their observed degree of co-activation (in a given domain) was significantly different
from what would be predicted by chance. With these co-activated pairs, a binomial analysis was
also performed to obtain directional information. (It is sometimes the case that, although area A
and area B are co-active more (or less) often than would be predicted by chance, the effect is
asymmetric, such that area B is more active when area A is active, but not the reverse.)

Figure 2. Cortex represented as adjacency + co-activation graphs. Here the Brodmann areas are nodes, with black lines
between adjacent areas and orange lines between areas showing statistically significant degrees of co-activation in the
domain. The graph on here shows co-activations from 56 action tasks and the graph on the next page shows co-activations
from 145 language tasks. Graphs rendered with aiSee v. 2.2.
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Continued.

In this particular case – to test for the architectural implications of modularity, holism and redeployment – we performed a co-activation analysis for eight cognitive domains (action, attention,
emotion, language, memory, mental imagery, reasoning and visual perception) which together
account for 472 of the experiments in our database. The results of such analyses are conveniently
represented as a graph, where the nodes are Brodmann areas, and edges between the nodes indicate
significant co-activation. Figure 2 shows two of the graphs from this analysis, for the set of action
and language tasks. Orange lines represent co-activation, whereas black lines represent physical
adjacency in the cortex. The co-activation graphs are built on top of the adjacency graph to

244

M.L. Anderson

maintain overall structural similarity, which aids in visual comparison. It is hypothesised that the
network of co-activated areas revealed by such analysis represent those areas of the cortex that
typically co-operate to perform the cognitive tasks in the given domain.
Note that co-activation analysis is similar to, but distinct from, the approach adopted by Sporns,
Tononi and Edelman (2000) in discovering ‘functional connectivity’. The main difference is that
edges in functional connectivity graphs indicate temporal co-variation between brain regions.
Moreover, the results they report generally represent the dynamics of simulated neural networks
(based on the structure of biological brain networks), rather than the static analysis of data-mining
imaging experiments. Hence, the term ‘functional co-operation’ is adopted herein to distinguish
the present results from theirs. Nevertheless, there is presumably much to be gained by leveraging
both sorts of analysis (see Anderson et al. in press).
With data in this format, it becomes possible to formulate some very simple questions and use
some well-understood methods to answer them. For instance, an earlier study (Anderson 2007a)
utilised adjacency information to help evaluate one specific implication of redeployment that more
recently evolved cognitive functions would tend to be supported by more widely scattered neural
circuits. The reason is simple: the later a function evolves, the more components there will be that
are potentially useful, and little reason for the useful functions to be implemented in circuits that
are near one another in the cortex. So, all things being equal, a later emerging function is more
likely to incorporate more widely scattered circuits. Thus, the study compared the minimum graph
distance – the smallest number of lines in the adjacency graph that one has to traverse to get from
one node to another – between the brain regions activated during 135 brain imaging experiments
in four different cognitive domains (attention, visual perception, mental imagery and language).
The results revealed that language functions are on average more widely scattered in the cortex
than both attention and visual perception tasks, whereas there are no significant differences in any
other pair-wise comparison.1 Neither modularity nor holism would predict such a difference in
the degree localisation of functions over evolutionary time. In the case of modularity, in so far as
regions are developed de novo to support emerging functionality, then efficiency of communication
and the metabolic cost of establishing and maintaining long-distance connections would tend to
favour highly localised components. Likewise for holism, if neural circuits can easily be made
to play different roles in different functional contexts, then similar considerations would favour a
consistent degree of localisation over evolutionary time. Note that the claim is not that modularity
and holism are strictly speaking incompatible with this finding, but there is no natural reason to
expect decreasing localisation in these theories.
Another interesting possibility that the lab hopes to pursue soon is a clique analysis. In graph
theory a clique – so-called because of its origins in social networks – is a set of fully interconnected
nodes that are sparsely connected to the rest of the graph (Alba 1973). Neural cliques, which in
this context represent small networks of co-active areas operating independently of other parts of
the graph, seem likely to correspond to the neural components that support a set of closely related
cognitive functions or sub-functions. One can also look at other features of the graphs, such as
local topography, to help make plausible inferences about underlying function. For instance, a huband-spoke pattern of co-activation may indicate broadcast or information consolidation functions;
by contrast, long strings of connected nodes might indicate serial processing. I mention these
more general possibilities because I think that graph theory is an under-utilised tool in cognitive
science, and co-activation graphs in particular offer the promise of making co-operation-sensitive
investigations into neural function more broadly intelligible. The technique may also offer a
simple way for cognitive scientists who do not have access to large numbers of subjects and
specialised equipment (e.g. computer scientists or philosophers of mind) nevertheless to ask and
answer questions of both empirical and theoretical interest.
Returning to the particular case at hand, we are interested in the architectural implications of
modularity, holism and redeployment – specifically the implications of each theory for which
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Figure 3. Mean overlap of nodes versus edges. A graph of the average Dice’s coefficient for similarity between the sets
of nodes and edges in a pair-wise comparison of co-activation graphs from eight cognitive domains. Difference between
the means is significant (p  0.001).

areas of the brain are involved in supporting which cognitive functions, and how these areas
co-operate in supporting cognitive functions in different domains (if indeed they do so). There
is a simple way to evaluate these predictions using co-activation graphs: we can compare our
eight domain-specific co-activation graphs, and evaluate how much edge overlap and how much
node overlap there is between the various domains. In this context, node overlaps would indicate
Brodmann areas that support tasks in both domains, whereas edge overlaps would indicate similar
patterns of co-operation. Thus, the modularity thesis would seem to predict little edge overlap and
little node overlap. By contrast, holism would expect a great deal of both node and edge overlap,
whereas redeployment would predict high node overlap but little edge overlap.
2.2. Results
Using Dice’s coefficient as our measure,2 very little edge overlap was found between the domains
(Mean(D) = 0.15, SD 0.04). However, a high degree of node overlap was found (Mean(D) =
0.81, SD 0.04). Figure 3 shows a bar graph of the difference, which is significant (two-tailed
t-test, p  0.001).
Since if two domains do not share a given node they also cannot share edges including that
node, one can also measure ‘restricted’ edge overlap: looking only at edges that begin and end
with nodes included in both domains. The data for this comparison look very similar to the free
comparison: Mean(D) = 0.23(SD 0.05). This is significantly different both from the measure of
free node overlap, above, and also from the measure of restricted node overlap (which of course
always equals unity).

3.

Discussion

The data seem not to support either the modularity hypothesis or holism. The same brain areas are
seen to be part of the networks co-operating to support functions in different cognitive domains, an
outcome not predicted by modularity, but in each domain they co-operate (i.e. co-activate) with
a different set of partner areas, an outcome not predicted by holism. Although not compatible
with modularity or holism, the data do seem to be compatible with the Massive Redeployment
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Hypothesis. By either measure, restricted or free, there is a great deal of node overlap between
domains, but very little edge overlap.
An initial question one might have is whether the big difference just observed is an artefact
of the fact that there are far more possible edges in a graph than there are nodes: the number
of possible directed edges in a graph is n(n − 1), where n is the number of nodes in the graph;
in this case, given 84 nodes, there are 6972 possible ways to connect them. So, maybe the fact
that there is little edge overlap is a simple consequence of the fact that the raw chance of edge
overlap is simply much smaller than the raw chance of node overlap. One way to begin to address
this question is to think about what the properties of randomly constructed graphs would be,
and what results one would expect in edge and node overlap from comparing different randomly
constructed graphs. The average co-activation graph can be used as a benchmark: the graphs used
in this study include, on average, 57 nodes and 876 edges; two co-activation graphs share, on
average, 46 nodes and 131 edges. How do these numbers compare with the expected overlaps
in graphs constructed randomly? Imagine randomly choosing 57 nodes (out of 84 available) to
build a graph A. Choosing from among the same 84 to build graph B, the chance of choosing one
of the same nodes to build the other graph is 0.68; thus, on average, two randomly constructed
graphs would contain 39 shared nodes, which naturally gives a D = 0.68. Determining the chance
of edge overlap in these two random graphs is a bit trickier because it is conditioned on the node
overlaps. Let us assume a random graph A with 57 nodes, 39 of which are shared with random
graph B. Let us give graph A 876 edges, to match the average co-activation graph. Assuming the
edges are evenly distributed between nodes, the chance of an edge starting with a shared node for
the anchor is 39/57; the chances of it ending on a shared node for the target are 38/56. So, about
46% of the edges, or 406, are between shared nodes. There are 1482 possible edges between these
nodes. So, when adding edges to graph B, an edge overlap will occur randomly for about 27% of
these edges, giving around 111 shared edges. This gives a restricted D of 0.27. (For consistency,
the same random graphs were used throughout the calculation; but note the result is the same if a
graph more like our co-activation graphs is assumed, with 57 nodes, 46 of which are shared. Here
we expect 64%, or 568 edges, between shared nodes, and because there are 2070 possible edges
between 46 nodes, this still gives 27% chance overlap, or 155 shared edges.) Thus, the measured
value of node overlap is significantly greater than what would be expected in graphs generated
randomly (one-sample, one-tailed t-test, p < 0.001), and the measured restricted edge overlap is
significantly less than would be expected in graphs generated randomly (one-sample, one-tailed
t-test, p < 0.001). Although these considerations are preliminary and should be subjected to
empirical confirmation, it does appear that the result reported above is not merely an artefact of
chance; there are more node overlaps than predicted by modularity or by chance and fewer edge
overlaps than predicted by holism or by chance. It seems to be a finding of genuine significance.
On the other hand, because the data analysis technique used in this study is new, it is not certain
that the predictions made here on behalf of modularity and holism are ones that would be endorsed
by their defenders. I would certainly welcome correction along these lines, and the opportunity to
test alternative predictions. It might be, for instance, that looking at neural cliques in each domain
co-activation graph (see earlier) and then comparing these across domains would be a better test
of whether domain-specific modules are implemented in dedicated neural substrates. Although
that particular comparison has not yet been done, given that the vast majority of brain regions
were shared across domain graphs, it seems unlikely that rerunning the analysis with a subset of
the nodes from each graph will produce significantly different results.
It is also possible that the sense of ‘domain’ adopted here (lifted directly from the categories
into which imaging experiments are classified by their authors) does not line up sufficiently with
the sense of ‘domain’ used by defenders of modularity to make the above a fair test of modular
architecture. The issue of how to classify and decompose cognitive functioning is indeed thorny
(Bechtel 2002, 2005). Here again, the best way to make scientific progress is to be clear on the
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meanings of terms as used in any given argument or empirical test, and let the results drive debate.
One result of this iterative process will probably be a set of evolving and converging concepts
with which to do (and report) scientific work.
Nevertheless, if the approach and evidence above are on anything like the right track, they have
significant implications for many areas of study, not least for the question of what it might take
to build ‘meaning machines’ such as language-using robots. In particular, current software engineering practices advocate a modular approach to complex systems design, whereby high-level,
abstract functions are systematically and hierarchically decomposed into increasingly lower-level
functions until they reach the point where they can be assigned, first to independent engineering teams and eventually to individual engineers for implementation (typically as ‘objects’).
This approach induces what might be called divergence in implementation, such that although
the objects used to implement child nodes in a decomposition tree (see Figure 4) may also
be used by parents and grandparents, siblings will not share lower-level implementations. The
implementation base of the system gets broader and more diverse the further it is decomposed.
By contrast, the evidence above, as well as the results of other recent investigations already
mentioned (Anderson 2007a–c), all suggest that the human cortex does not exhibit this pattern
of divergence in implementation. Instead, not just parents and grandparents, but also siblings can
share lower-level components. That is, there is a degree of convergence in implementation; in the
brain, the structure of the functional decomposition is less tree-like and more web-like (Figure 5).3
If this is correct, then perhaps it is time to rethink both the way we approach the analysis
and functional decomposition of human cognition, and the way we approach engineering and
reproducing those capacities. Although it might seem that adopting a more biologically inspired
approach to the task of creating intelligent systems would make the job hopelessly complex, in
fact there are some potential advantages, which are discussed below.
There are two main differences between the engineering approaches promoted by (or compatible
with) modularity and redeployment, both visible in the figures. First, when taking a modular
approach, as the whole system becomes more complex the implementation base of the system
grows rapidly (divergence). In the case of redeployment, although the implementation base will
often grow, as genuinely new computational functions may require new subcomponents, it will,
on average, grow less quickly (convergence). One interesting consequence of this is that the
redeployment approach – which I am arguing better mimics the developmental practices as they
exist in biology – makes more efficient use of existing resources. For instance, in so far as one
can adopt an architecture like that in Figure 5, one will need fewer neural resources to support a

Figure 4. Functional decomposition of a complex system to aid in modular development. Parent–child relationships are
vertical in the tree, sibling relationships are horizontal.
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Figure 5. Functional decomposition of a complex system from the standpoint of redeployment. Parent–child relationships are vertical in the tree, sibling relationships are horizontal.

system of equal overall complexity (having the same number of high-level functional complexes).
Second, once one adopts the viewpoint of redeployment, it becomes clear that, rather than thinking
about and modelling language functions in isolation from perception, attention, motor-control
and other high-level cognitive domains, instead one needs to consider what sorts of component
(and/or subcomponents) could perform tasks across functional complexes. The recommendation
offered by redeployment is that when building complex cognitive systems one should implement
components with the expectation that they will be used in more than just one particular cognitive
domain.
Needless to say, this is quite different from current practice, and although it may make the
job in some ways more difficult, it offers two specific advantages that are worth noting. First,
the model offers a somewhat sounder way to assign computational or cognitive roles to neural
circuits. Consider the typical approach to this task (over-simplified here for pedagogical effect):
one develops a model of the cognitive function in question (e.g. verb retrieval) and makes modelbased predictions about which sub-functions or processes in the model will be used (or used
more frequently or with more intensity) under various task conditions. Then, one functionally
images the brains of participants performing said tasks, to see which regions of the brain are
used (or used more frequently or with more intensity) under various task conditions. If and when
there is a correspondence between patterns of brain use and predictions for sub-function/process
engagement (which correspondence can be determined in very many different ways), the tentative
inference is that the corresponding brain areas implement the sub-function or process in question.
This approach is fine as far as it goes, and despite the well-known limitations and risks of making
casual attributions on the basis of correlational information, produces a great deal of interesting
and fruitful science. Note, however, the implicit assumption of the method that the underlying
system possesses a divergent architecture, such that to assign lower-level functions to neural
circuits it is sufficient to consider carefully only individual modules or domains. If the brain in fact
possesses a convergent architecture, then it is clear that this approach is ultimately unsatisfactory;
and although there is no doubt that taking the multiple high-level uses of a neural circuit into
account when assigning low-level computational functions makes the task more difficult, because
it necessarily involves far more considerations, it also potentially improves the inferential certainty
of the outcome, in so far as the assignment is far more constrained. The move from one approach
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to the other is roughly analogous to moving from the familiar two-dimensional to a three- (or
multi-) dimensional crossword puzzle: getting the right words (and letters) in the boxes is harder,
because there are more clues to consider, but the outcome is more certain, because it is based on
multiple constraints.
The second advantage (and just as important) is that operating this way may also force more
innovative and thus potentially more fruitful thinking. A case in point is some recent work on
the relationship between finger gnosis and mathematical ability. Finger gnosis – the awareness of
one’s fingers – is commonly assessed via the ability to distinguish, without visual feedback, which
fingers have been lightly touched. Developmentally, finger gnosis has been found to predict children’s mathematics performance (for a review, see Penner-Wilger et al. 2007), and studies have
suggested that these two capacities are supported by some shared brain regions. For instance, Zago
et al. (2001) found that a region associated with the representation of fingers (left parieto-premotor
circuit) was activated during adults’ arithmetic performance, and repetitive Transcranial Magnetic
Stimulation (rTMS) applied to the left angular gyrus has been found to disrupt adults’performance
on both finger gnosis and number magnitude tasks (Rusconi, Walsh and Butterworth 2005).
Although the cognitive modelling of mathematical ability and sensorimotor functions typically
proceed in isolation from one another, this apparent overlap in supporting neural circuitry suggests
that it might be more fruitful to model the two functions together, by asking what sort of subcomponent could contribute to both. As Anderson and Penner-Wilger (2007) note, one foundational
element in any calculating circuit is a register for storing the number(s) to be manipulated. Such
a register is typically implemented as a series of switches that can be independently activated.
Likewise, at least one way to implement the ability to know whether and which fingers have been
touched (and other aspects of a general ‘finger sense’) would be with such a register of independent switches. Whether this suggestion will be borne out by future investigations is an open
question (for a discussion, see Penner-Wilger and Anderson 2008). The point here is that such a
proposal for one of the components of finger gnosis is unlikely to have occurred to researchers
focusing only on results from their own domain; widening the scope of relevant information forces
more innovative thinking. The example also illustrates both the difficulty and the promise of an
approach to cognitive modelling that allows for implementation convergence. It is more difficult
simply because the amount of knowledge apparently necessary for good modelling increases significantly. On the other hand, certain aspects of the modelling problem become easier, because
they are more constrained. There are very many ways to implement finger gnosis, or mathematical
ability, but far fewer ways to implement finger gnosis and mathematical ability using partially
overlapping components.

4.

Conclusion

In the end, what I am specifically suggesting to the readers of this special issue is that the apparent
relations between language and motor control should be understood and approached in a similar
way. It has been shown, for instance, that face, arm and leg-related words activate not just areas of
the brain traditionally associated with language processing, but also those traditionally associated
with sensorimotor processing, and more specifically the areas that have been closely identified with
the body parts in question (Pulvermüller 2005). Similarly, there is a growing body of evidence
that the retrieval of certain concrete nouns, such as the names of animals, depends in part on
regions of the brain traditionally associated with vision, whereas retrieval of other nouns, such as
the names of tools, depends on regions of the brain associated with hand representations, and the
supporting network for verb retrieval includes areas of left premotor cortex canonically involved
in motor control (Damasio and Tranel 1993; Barsalou 1999; Damasio et al. 2004).
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There are sentence-level behavioural effects, as well, such as the action sentence compatibility
effect (Glenberg and Kaschak 2002). To demonstrate this interesting interaction between comprehension and motor control, Glenberg and Kaschak asked subjects to indicate whether a given
sentence (e.g. ‘Close the drawer’) made sense or not by reaching either towards or away from
their bodies to press the appropriate button. They found that response times were longer in cases
where the required movement ran counter to the movement suggested by the sentence itself, and
that this was true even when the ‘movement’ indicated by the sentence was abstract, as in the
transfer of information from one party to another (e.g. ‘John told you about the party’).
These are, of course, interesting findings in and of themselves; but the moral of the story is:
those interested in perceiving, acting and language-using systems would do well to treat such
overlaps and interactions as opportunities to rethink their understanding of both the nature of,
and the interrelations between, the capacities they hope to model and implement. What sorts of
component might support functions in both language and motor control, or in both perception
and language, or across all three domains? Such questions open up new ways of thinking and, not
incidentally, highlight the need for intense interdisciplinary co-operation. The understanding of
complex, non-modular and deeply integrated systems may require scientific teams (and scientific
training) organised along similar lines.
One last objection has no doubt occurred to the reader: reverse-engineering is not the only
approach to reproducing naturally occurring functions, and may not even be the best. Far more
progress in implementing human flight was made once we stopped trying to fly the way birds did.
This is quite true. Given, however, the specific history of artificial intelligence, one prominent
branch of which has largely ignored the details of biological implementations of intelligence and
largely failed to reproduce it, there is, I think, good reason to take seriously a more biologically
inspired approach.

Notes
1.

Specifically, the average minimum graph distance of the Brodmann areas activated by attention tasks was 3.13
(SD 2.06); perception was 3.71 (SD 1.98); imagery 3.97 (SD 1.75); and language 4.82 (SD 1.76). The means were
compared with a 2-tailed Student’s t test, with a significance threshold of p < 0.05. The method and results are
reported in detail in Anderson (2007a). Similar results are obtained when analysing the sample of 472 experiments
in eight cognitive domains used in the current evaluation. Language is the most widely scattered domain, followed
(in descending order) by reasoning, memory, emotion, mental imagery, visual perception, action and attention. The
significant differences are between attention and: language, reasoning, memory, emotion and mental imagery; and
between language and: attention, action and visual perception. No other pair-wise comparisons show significant
differences.
2. D = 2 · (o1,2 )/(n1 + n2 ), where o is the number of overlapping elements and n is the total number of elements in
each set.
3. Images like Figure 5 have been a staple of debates on brain architecture at least since the advent of parallel-distributed
processing (PDP) models of computation (Rummelhart and McClelland 1986). For one widely cited example, see
Figure 3 from Mesulam (1990). Although a discussion of the differences between a true PDP architecture for the
brain and the model advocated by the massive redeployment hypothesis is beyond the scope of this work (and
largely orthogonal to the argument being made here), the issue is treated briefly in Anderson (2007b).
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